
Focus on the downside

isk is one of the most
difficult concepts to
master in finance.
Some, in fact, would
go as far as arguing
that risk, like beauty,
is in the eyes of the
beholder. I will not
go that far, but

instead will discuss a modern
approach to assessing risk that
focuses on the negative outcomes
faced by investors.

Traditional finance argues that the
risk of an asset depends on the con-
text in which it is considered: if the
asset is considered in isolation, its
total risk is relevant; alternatively, if
it is part of a diversified portfolio, only

its systematic (non-
diversifiable) risk
is relevant. In this
framework, total
risk is measured
by the standard
deviation of
returns (SD), and
systematic risk by
beta (the sensitiv-
ity of a stock’s
returns to changes
in the market’s
returns). In this
article I will focus
on individual

assets and, therefore, on the SD as a
measure of risk.

Consider an asset with a mean
annual return of 10 per cent, and
assume that, in the past two years, the
asset returned –5 per cent and 25 per
cent. Because both returns deviate
from the mean by the same amount
(15 per cent), they both increase the
SD of the asset by the same amount.
(If this is not entirely clear, it will be
in just a minute.) But would you be
equally happy in both years? Not
likely, which brings us to one of the
main problems with the SD as a mea-
sure of risk: it treats an x per cent
fluctuation above and below the mean
in the same way. Investors, obviously,
do not. 

Take a look at Table 1, the second
column of which shows the annual
returns (R) of Oracle for the years
1995-2004. As the next-to-bottom row
shows, the stock’s mean annual

return (M) during this period was a
healthy 41.1 per cent. And as your
eyes can tell you without resorting to
any formal measure of risk, Oracle
treated its shareholders to quite a
rocky ride.

Let us take the long road to the
calculation of the SD which, by defi-
nition, is the square root of the vari-
ance which, also by definition, is the
average of the squared deviations
from the mean. The third column of
the table shows the difference
between each annual return and the
mean annual return: for example, for
the year 2004, –37.4 per cent = 3.7 per
cent –41.1 per cent. The fourth col-
umn shows the square of these num-
bers: for example, 0.1396 = (–0.374)2.
The average of these squared devia-
tions from the mean is the variance
(0.8418), and the square root of the
variance is the SD (91.7 per cent).

Take another look now at the num-
bers in the fourth column. All those
numbers are positive, which means
that every return, regardless of its
sign, contributes to increase the SD.
In fact, the largest number in this
fourth column (the one that con-
tributes to increasing the SD the
most) is that for the year 1999 when
Oracle delivered a return of almost 290
per cent. Now, if you had held Oracle
during the year 1999, would you be
happy or unhappy? Would you count
this performance against Oracle as
the SD as a measure of risk does?

◆ In the right direction
Tweaking the SD so that it accounts
only for deviations below the mean is
not difficult. The fifth column of Table
1 shows whichever is the lower: the
return for that year minus the mean
return; or zero. In other words, if a
return is higher than the mean, the
column shows a 0; if a return is lower
than the mean, the column shows the
difference between the two.

To illustrate, in 1995 Oracle deliv-
ered a 44 per cent return, which is
higher than the mean return of 41.1
per cent; therefore, the fifth column
shows a 0 for this year. In 2004, how-
ever, Oracle delivered a 3.7 per cent
return, which is below the mean
return of 41.1 per cent; therefore, the
fifth column shows the shortfall of

–37.4 per cent for this year. If you com-
pare the third and fifth columns, you
will notice that when a return is lower
than the mean, both columns show
the same number; when a return is
higher than the mean, however, the
third column shows the difference
between these two numbers and the
fifth column shows a 0. Finally, note
that the fifth column shows only neg-
ative numbers and zeros but no posi-
tive numbers.

The last column of Table 1 shows
the square of the numbers in the fifth
column. As the next-to-last row
shows, the average of these numbers
is 0.1955; and as the last row shows,
the square root of this number is 44.2
per cent. What does this number mea-
sure? It measures volatility below the
mean. This obviously looks like a step
in the right direction. But is there
anything special about the mean
return? Is it possible that some
investors are interested in measuring
volatility below the risk-free rate? Or
volatility below zero? Or, more gener-
ally, volatility below any given num-
ber they may consider relevant?

◆ The semideviation
That is exactly what the downside
standard deviation of returns with

respect to a benchmark B measures.
This magnitude, usually referred to as
the semideviation with respect to B,
for short, measures downside volatil-
ity; or, more precisely, volatility below
the benchmark return B.

Take a look at Table 2, where we
consider again the returns of Oracle
for the past ten years, as well as three
different benchmarks: the mean
return, a risk-free rate (Rf) of 5 per
cent and 0. The third column is the
same as the last column of Table 1 and
uses the mean as the benchmark; the
fourth and fifth columns show similar
calculations for the other two bench-
marks. The last row shows the semi-
deviation with respect to the three
benchmarks.

How should we interpret these
numbers? Each semideviation mea-
sures volatility below its respective
benchmark. Note that because the
risk-free rate of 5 per cent is below
Oracle’s mean return of 41.1 per cent,
we would expect (and find) less
volatility below the risk-free rate than
below the mean. Similarly, we would
expect (and again find) less volatility
below 0 than below the mean or the
risk-free rate.

Now, if you are thinking that a
volatility of 21.5 per cent below a risk-

free rate of 5 per cent, or a
volatility of 19 per cent below 0,
does not provide you with a lot
of information, you are
absolutely right. That is why the
semideviation is best used in two
contexts: one is in relation to the
SD and the other is in relation to
the semideviation of other
assets.

Take a look at Table 3 (see
page 8), which shows the semi-
deviations with respect to the
mean of each stock (SSDM), with
respect to a risk-free rate of 5 per
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Table 2
Year R {Min(R-M, 0)}2 {Min(R-Rf, 0)}2 {Min(R-0, 0)}2

1995 44.0% 0.0000 0.0000 0.0000
1996 47.8% 0.0000 0.0000 0.0000
1997 -19.8% 0.3709 0.0617 0.0393
1998 93.3% 0.0000 0.0000 0.0000
1999 289.8% 0.0000 0.0000 0.0000
2000 3.7% 0.1394 0.0002 0.0000
2001 -52.5% 0.8752 0.3304 0.2754
2002 -21.8% 0.3952 0.0718 0.0475
2003 22.5% 0.0345 0.0000 0.0000
2004 3.7% 0.1396 0.0002 0.0000
Avg. 41.1% 0.1955 0.0464 0.0362
Square Root 44.2% 21.5% 19.0%

Table 1
Year R R-M (R-M)2 Min(R-M, 0) {Min(R-M, 0)}2

1995 44.0% 3.0% 0.0009 0.0% 0.0000
1996 47.8% 6.7% 0.0045 0.0% 0.0000
1997 -19.8% -60.9% 0.3709 -60.9% 0.3709
1998 93.3% 52.2% 0.2726 0.0% 0.0000
1999 289.8% 248.7% 6.1849 0.0% 0.0000
2000 3.7% -37.3% 0.1394 -37.3% 0.1394
2001 -52.5% -93.6% 0.8752 -93.6% 0.8752
2002 -21.8% -62.9% 0.3952 -62.9% 0.3952
2003 22.5% -18.6% 0.0345 -18.6% 0.0345
2004 3.7% -37.4% 0.1396 -37.4% 0.1396
Avg. 41.1% 0.8418 0.1955
Square root 91.7% 44.2%



cent (SSDf), and with respect to 0
(SSD0) for both Oracle and Microsoft
over the past ten years. The semidevi-
ations for Oracle are the same as
those in Table 2. The mean return of
Microsoft during this period was 35.5
per cent.

Note that although the SDs suggest
that Oracle is far riskier than
Microsoft, the semideviations tell a dif-
ferent story. First, note that although

the volatility of Oracle below its mean
is less than half of its total volatility
(0.442/0.917 = 48.2 per cent), the same
ratio for Microsoft is over 75 per cent
(0.381/0.504 = 75.5 per cent). In other
words, given the volatility of each
stock, much more of that volatility is
below the mean in the case of
Microsoft than in the case of Oracle.

Of course it is still the case that the
semideviation with respect to the
mean of Oracle is larger than that of
Microsoft. But recall that the mean
return of Oracle (41.1 per cent) is also
higher than that of Microsoft (35.5 per
cent). For this reason, it is perhaps
more telling to compare semidevia-
tions with respect to the same bench-
mark for both stocks.

If we compare the semideviations
of Oracle and Microsoft with respect
to the same risk-free rate of 5 per
cent, we find that Microsoft exhibits
higher downside volatility (23.1 per
cent versus 21.5 per cent). And if we
compare their semideviations with
respect to 0, we again find that
Microsoft exhibits higher downside
volatility (21.1 per cent versus 19.0
per cent). In short, then, although
the SDs suggest that Oracle is riskier
than Microsoft, the semideviations
suggest the opposite.

◆ Conclusion
It should be clear from the preceding
arguments that a key advantage of
the semideviation over the SD is that
it considers only the downside
volatility that investors view as
harmful. Volatility above the mean,
which investors view as desirable,
increases the SD but does not
increase the semideviation. It should
also be clear that, in a downside risk
framework, volatility is not neces-
sarily bad – volatility below the
benchmark is bad, but above the
benchmark is good.

Furthermore, the semideviation
can be calculated with respect to any
benchmark, not just with respect to
the mean. This implies that different
investors may perceive the same asset
as more or less risky depending on the
benchmark they use. And, of course,
different investors do have different
benchmarks; after all, not all of them
invest for the same reasons or have
the same goals.

Most investors associate risk with
negative outcomes. However, one of
the most widely used definitions of
risk, the SD, does not. The semidevia-
tion captures the downside that
investors want to avoid rather than
the upside to which investors want to
be exposed. And, for this reason, the
semideviation in particular, and
downside risk in general, are increas-
ingly popular alternatives to tradi-
tional measures of total risk.
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here is a widely held belief among
managers that recent years have
seen a palpable increase in the
risk of business disruption. This
risk has many sources – not just
the obvious and current threats
from terrorism and geopolitical

events, but also the unexpected impact of par-
ticular business decisions. There is also strong
evidence that the continued search for business
efficiencies and the rise of what has been
termed “the extended enterprise” have been
the cause of a major change in the risk profile
of many companies. This risk increasingly lies
not within the organisation itself, but in the
wider supply chain.

Growing turbulence and uncertainty
In recent years, market turbulence has tended to
increase for a number of reasons. Demand in
almost every industrial sector seems to be more
volatile than before. Product and technology life-
cycles have shortened and competitive product
introductions make life-cycle demand difficult to
predict. Considerable “chaos” exists in our supply
chains through the effects of such actions as sales
promotions and quarterly sales incentives.
Sometimes this chaos can be exacerbated by the
imposition of arbitrary “rules”, such as minimum
order quantities or safety stock decisions.

At the same time, the vulnerability of supply
chains to disturbance or disruption has increased.
In 2003, the Gartner Group, a US-based research
company, predicted that one in five businesses
would be impacted by some form of supply chain
disruption and that, of those companies, 60 per
cent would go out of business as a result.
Furthermore, many companies have experienced a
change in their supply chain risk profile as a result
of changes in their business models. For example,
the adoption of “lean” practices, the move to out-
sourcing and a general tendency to reduce the
size of the supplier base can all potentially
increase supply chain vulnerability.

The impact of unplanned and unforeseen
events in supply chains can have severe financial
effects across the network as a whole. Research
in North America suggests that, when companies
experience disruptions to their supply chains, the
impact on their share price once the problem
becomes public knowledge can be significant. The
same research reported that companies experi-
encing these sorts of problems saw their average
operating income drop by up to 107 per cent,
return on sales fall by 114 per cent and return on
assets decrease by 93 per cent year on year.

In 2002, Land Rover, part of the Ford
Motor Company, announced that it might have
to halt production of its Discovery four-wheel
drive vehicle because its sole supplier of chassis
– UPF-Thompson – had gone into liquidation. It
was estimated that it could take up to six
months for an alternative source of supply to
be brought on stream. At significant cost, Land
Rover had no alternative but to finance the
supplier to enable the production of the chassis
to continue.

Clearly, there are risks that are external to
the supply chain and those that are internal.
External risks may arise from natural disasters,
wars, terrorism and epidemics or government-
imposed legal restrictions. Internal risks refer to
the risks that arise as a result of how the supply
chain is structured and managed. While external
risk cannot be influenced by managerial actions,
internal risk can.

Why are supply chains more
vulnerable?
A study conducted by Cranfield University for the
UK Department for Transport identified a number
of reasons why modern supply chains have
become more vulnerable. These factors include:

■ A focus on efficiency rather than 
effectiveness
The prevailing business model of the closing
decades of the 20th century was based upon the
search for greater levels of efficiency in the sup-
ply chain. Experience highlighted that there was
an opportunity in many sectors of industry to
take out significant cost by focusing on inventory
reduction. Just-in-time practices were widely
adopted and organisations became increasingly
dependent upon suppliers. This model, while
undoubtedly of merit in stable market conditions,
may become less viable as volatility of demand
increases. The challenge in today’s business envi-
ronment is how best to combine “lean” practices
with an “agile” response.

■ The globalisation of supply chains
There has been a dramatic shift away from the
predominantly “local for local” manufacturing
and marketing strategy of the past. Now,
through offshore sourcing, manufacturing and
assembly, supply chains extend from one side
of the globe to the other. For example, compo-
nents may be sourced in Taiwan, then sub-
assembled in Singapore with final assembly in
the US for sale in world markets.

The motivation for offshore sourcing and
manufacturing is usually cost reduction.
However, that definition of cost is typically
limited to the cost of purchase or manufacture.
Only rarely are total supply chain costs consid-
ered. The result of these cost-based decisions is
often higher levels of risk as a result of extend-
ed lead times, greater buffer stocks and poten-
tially higher levels of obsolescence – particular-
ly in short life-cycle markets. A further impetus
to the globalisation of supply chains has come
from a consolidation of the supplier base as a
result of the increase in cross-border mergers
and acquisitions that we have witnessed over
the past decade or so.

■ Focused factories and centralised 
distribution
One of the impacts of the implementation and
subsequent enlargement of the single market
within the European Union and the consequent
reduction in barriers to the flow of products
across borders has been the centralisation of
production and distribution facilities. Significant
scale economies can be achieved in manufac-
turing if greater volumes are produced on
fewer sites. 

In some cases, companies have chosen to
“focus” their factories – instead of producing the
full range of products at each site, they produce
fewer products exclusively at a single site. As a
result, production costs may be lower but the
product has to travel greater distances, often
across many borders. At the same time, flexibility
may be lost because these focused factories tend
to be designed to produce in very large batches to
achieve maximum scale economies.

Along with the move to fewer production
sites is the tendency to centralise distribution.
Many fast-moving consumer goods manufacturers
aim to serve the whole of the western European
market through a few distribution centres.

■ The trend to outsourcing
One widespread trend, observable over many
years, has been the tendency to outsource
activities that were previously conducted with-
in the organisation. No part of the value chain
has been immune from this phenomenon; com-
panies have outsourced a wide range of activi-
ties including distribution, manufacturing,
accounting and information systems. In some
cases, these companies might today more accu-
rately be described as “virtual” companies. 

There is a strong logic behind this trend,
based upon the view that organisations are more
likely to succeed if they focus on the activities in
which they have a differential advantage over
competitors. This is leading to the creation of
“network organisations”, whereby confederations
of companies are linked together – usually
through shared information and aligned processes
– to achieve greater overall competitiveness.
However, outsourcing also brings with it a num-
ber of risks, not least the potential loss of con-
trol. Disruptions in supply can often be attrib-
uted to the failure of one of the links and nodes
in the chain. By definition, the more complex the
supply network, the more links there are, hence
the greater the risk of disruption.

■ Reduction of the supplier base
A further prevailing trend over the past decade
or so has been a dramatic reduction in the
number of suppliers from which an organisation
typically will procure materials, components
and services. In some cases, this has been
extended to “single sourcing”, whereby one
supplier is responsible for the sole supply of an
item. Several well-documented cases exist
where major supply chain disruptions have
been caused by a failure at a single source. Even
though there are many benefits to supplier base
reduction, it has to be recognised that it brings
with it increased risk.

■ Achieving supply chain resilience
Because even the best-managed supply chains
will hit unexpected turbulence or be affected by
events that are impossible to forecast, it is criti-
cal that resilience be built into them. Resilience
implies the ability of a system to return to its
original or desired state after being disturbed.
Resilient processes are flexible and agile and are
able to change quickly. Supply chain resilience
also requires “slack” at those critical points that
can be adversely affected by changes in the rate
of flow.

Supply chain resilience depends on rapid
access to information about changed conditions.
Through collaborative working with partners, this
information can be converted into supply chain
intelligence. Because networks have become more
complex, they will rapidly descend into chaos
unless they can be connected through shared
information and knowledge. The aim is to create a
supply chain community where there is a greater
visibility of upstream and downstream risk and a
shared commitment to mitigate and manage
those risks.

Ultimately, it may be necessary for compa-
nies to re-engineer their supply chains not, as in
the past, with cost minimisation in mind but to
maximise their flexibility and agility. Today’s
changed conditions are forcing companies to
question past decisions on sourcing, outsourcing
and the pursuit of “lean” solutions.
Responsiveness and resilience must be the twin
goals of supply chain design and management.
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Enterprise supply chains must be both responsive and resilient, says Martin Christopher

Coping with complexity and chaos
Table 3
Company SD SSDM SSDf SSD0

Oracle 91.7% 44.2% 21.5% 19.0%
Microsoft 50.4% 38.1% 23.1% 21.1%




